GMM Appendix D:
Deriving the M-Step


https://tools4ds.github.io/ds701/

Starting Point: The Expected
Complete-Data Log-Likelihood

Appendix C ended with the ()-function, the expected complete-data log-likelihood under
the responsibilities computed in the E-step:

n K n
QU6 =" vyillogme +1log N(z; | i, S)],  Ne= D v
1=1

1=1 k=1

The responsibilities v, were computed from the current parameters 0 and are
constants in what follows. The M-step chooses new parameters 8 = {7y, i, Ek}le to
maximize (). The lecture states the answer:

1 & 1 & -
Py = — Yik Ti, dip = — Yik (T — pr) (X — k), T = ——.
N, ; v, ; ( )( )

This appendix derives it. Nothing here is harder than the single-Gaussian derivation in
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Why It Separates

Regroup () by cluster:

Q0 | o) ZNklogwk + Znyzklog]\f T | p, Xk) -

depends only on the Tk depends only on py and X,

Each uj, and X, appears in exactly one term, so maximizing () over all the parameters at
once is the same as maximizing each cluster’s term on its own. That is what the sum inside

the log had prevented: in £(8), every parameter appeared inside every term and the
derivatives were coupled. The mixing weights are coupled to each other only through the

constraint ) |, m; = 1, handled last.
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The Mean and Variance in One
Dimension

Take d = 1 first,so X = a%. Then

o 2
log N (x; | pg,0%) = —%10g(27r) —log oy, — (i 5k) ,
207
and cluster kK’s termin () is
n 2
i — Uk
Qk(,uk,ffk) — Z%k —log oy — ( ) + const.

Mean. Differentiate with respect to uj and set to zero:

0Qr < Ti— Bk _ - R . 1
5 =D Mk =0 = D Yami= ) Yk = =3 )%

a: —
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Higher Dimensions

The same two steps with 2, in place of az. Write

log N (z | u, %) = —§log(27) — glog|%] — 5 (z — p) ' £ (& — p),
and use three facts from matrix calculus, valid for symmetric positive-definite .:
Vile—p)' S e —p) =22z —p), VslglZ=2""  Vs(z-

Mean.V ,, Qi = > . Vik E;l(a:i — ) = 0. Multiply through by X and solve: iy
= Nik > Yik i, unchanged.

Covariance. With pj fixed,

n

Ve, Qr = Z%k [— 33+ 52 (s — ) (2 — ) T2 =0,
i—1

Multiplv on the left and on the right by DJ.:
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The Mixing Weights

What remains is

K K
max ZNk log 7y, subject to Zﬂ'k =1, @ >0.
"= =1

Without the constraint every 7 would run off to infinity, so we need a Lagrange
multiplier:

K K
,5(7'(',)\) = ZNklogﬂk—l—)\ (Zﬂ'k—l) :
k=1 k=1

0L Ny, Ny
= N=0 = = ——E
87% Tk A
Summing both sides over k and using the constraint, 1 = —% . NE = —%, since the
resnonsibilities of each noint sum to 1 and ﬁhere are n, points. Hence A\ = —n, and
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Summary and Sanity Checks

Nj

1 1
M — Fk Z:’Yik L, Z‘k — F]{; zi:’}’qjlg (CUz — uk)(azz — ,LLk)T, T = 7

e K = 1.Every~y;; = 1and N; = n:the formulas reduce to the single-Gaussian MLE of
lecture 05.

e Labels known. Every v;; € {0, 1}: the formulas reduce to the per-cluster mean,
covariance and fraction, the “if we knew the labels” case in the lecture. Under equal

spherical covariances, the mean update is the k-means centroid step.

» Closed form. Because () separates, the M-step is a direct maximization, not an inner
iteration. The only iteration in EM comes from the responsibilities depending on the
parameters, which is why the E-step and M-step have to alternate.

What this appendix does not show is that raising () also raises the observed-data log-

likelihood £, which is what makes the alternation converge. That is a separate argument.
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